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Education
Shanghai Jiao Tong University Shanghai, China
UNDERGRADUATE iN COMPUTER SCiENCE Sept.2022 ‑ Present
• A member of ACM Honors Class, an elite CS program for top 5% students
• Overall GPA: 89.5/100 (3.84/4.3 scale)

Research Interest
I am interested inmachine learning systems for emerging workloads, with a focus on serving, scheduling, and runtime design for large language
models and large‑scale 3D representations. My long‑term vision is to build practical, deployable ML infrastructure that translates algorithmic
advances into real‑world impact and contributes foundational systems to the broader research and open‑source community.

Experience
New York University, NYU‑Systems Lab New York, USA
RESEARCH INTERN, ADViSED BY PROF. JiNYANG Li Jun. 2025 ‑ present
• Large‑scale 3D Gaussian Splatting Serving(on‑going)

– Co‑led the design and implementation of serving and runtime mechanisms for large‑scale 3D Gaussian Splatting, targeting bandwidth
pressure, caching, and real‑time scalability.

Shanghai Jiao Tong University, SJTU Sysdom Lab Shanghai, China
RESEARCH INTERN, ADViSED BY PROF. CHEN CHEN Sep. 2024 ‑ May.2025
• Justitia: Fair and Efficient Scheduling for LLM Applications

– Led the design of Justitia, a memory‑centric scheduler for multi‑tenant LLM applications on shared GPUs, improving efficiency and
fairness. Led thedevelopmentofKVcache–aware costmodelingand lightweightdemandprediction toenable fairness‑aware scheduling
with performance guarantees.

– Implemented and evaluated the system on top of vLLM, demonstrating robust gains under realistic LLM serving workloads.

Publications and Preprints
Justitia: Fair and Efficient Scheduling for LLM Applications 2025
MiNGYAN YANG, GUANJiE WANG, MANQi LUO, YiFEi LiU, CHEN CHEN, HAN ZHAO, YU FENG, QUAN CHEN, MiNYi GUO [ARKiV] Preprint

Revisiting 3D LLM Benchmarks: Are We Really Testing 3D Capabilities? 2025
JiAHE JiN*, YANHENG HE*, MiNGYAN YANG*(CO‑FiRST AUTHOR) [PAPER] ACL’25 Findings

Projects
RISCV‑CPU Verilog
COMPUTER ARCHiTECTURE, TOMASULO Oct. 2023‑Jan. 2024
• A toy RISC‑V CPU that supports RV32I
• Implemented Tomasulo algorithm with load and store buffer

Acore Rust
OPERATiNG SYSTEM Feb. 2024‑Jun. 2024
• A simple RISC‑V monolithic kernel
• Implemented an userspace interactive shell

Mx* Compiler Java
CODE GENERATiON AND OPTiMiZATiON, ASSEMBLY LANGUAGE, LLVM IR Aug. 2023‑Oct. 2023
• A compiler for a C‑and‑Java‑like language(Mx*)
• Implemented algorithms such as graph coloring, mem2reg, ADCE and so on

DHT Golang
DiSTRiBUTED SYSTEM, CHORD, KADEMiLA Jul. 2023‑Aug. 2023
• A distributed system that provides a lookup service similar to a hash table
• Implemented Chord protocol and Kademlia protocol
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Honors & Awards
2025 Commercial Sponsorship Scholarship (Top 6 at Zhiyuan College, Shanghai Jiao Tong University) 2024
Finalist of Mathematical Contest In Modeling (Top 1%, MCM) 2024
Academic Excellence Scholarship (Top 5% of class, Shanghai Jiao Tong University) 2023,2024,2025
Zhiyuan Honorary Scholarship (TOP10%, Shanghai hanghai Jiao Tong University) 2023,2024,2025

Teaching Experience
Teaching Assistant Data Structures 2024 Spring
Teaching Assistant Computer Programming 2023 Autumn

Role as a Teaching Assistant Delivered lectures and recitation sessions; prepared instructional materials,
documentation, and sample solutions; graded assignments; developed exam questions;

Skills
Programming Python, C++, CUDA, JAVA, Golang, Rust, Verilog

Tools and Frameworks Git, Markdown, LaTex
Languages Chinese (native), English (fluent, TOEFL 104)

Sports Table Tennis, Badminton
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